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· This paper was a pleasure to read – it addresses interesting substantive questions, is innovative in research design, and is well-written. Although I have a number of comments, this is undoubtedly a great project with a great future.

General comments on style and framing:

· A broad comment about the structure of the paper – in its present form, it reads much more like a paper in praise of experimental research than a paper about interpersonal influence.  I found myself wondering at times what the goal of the paper is right now (maybe it was a dissertation chapter justifying the empirical strategy at some point?).  The paper doesn’t engage with very much literature on interpersonal influence, and there’s very little theoretical work in it right now.  Even the discussion of your results is rather cursory.  While you raise important points about the benefits of experiments over standard observational studies, these points aren’t very new, and I imagine you’ll be preaching to the converted for most of your audience.

· Another broad comment – you suggest that you are providing results about “social networks” repeatedly throughout the paper, but I was a bit puzzled by this.  Of your three experiments, only the second one really seems to be about networks at all.  Your third experiment doesn’t target a ‘network’ at all – but is a sample of two-person households.  At least in the paper, you don’t make a case for why this is a network as opposed to a collection of households with similar features.  Even your first experiment doesn’t seem to me to be about how networks operate, but is more about one-on-one interactions within a given network.

Broad methodological claims:

· On page 17 – you claim that modeling the process by which two people become friends/deriving a probability that they will become friends is “intractable.” While difficult, it doesn’t seem impossible, and a rich set of studies in statistics and sociology has emerged that is attempting to do just that – using demographic information and knowledge about a town’s social cleavages, for example, it is possible to simulate networks of various kinds. (Rachel Schutt in our statistics department is working on this right now).

· On page 27 – you seem to apologize here for “randomizing within strata,” claiming that it limits the conclusions that can be drawn.  My understanding is that block randomization is actually an improvement in experimental design, because you remove important potential confounders (like gender in your first experiment with roommate assignment), and you increase the efficiency of your estimates.

Questions about your experiments:

· On your first experiment – I wondered how random roommate assignment really was.  Don’t housing offices try to put similar people together?  Did you discuss their assignment strategy in detail with them?  Although you say that roommates’ political views weren’t similar, perhaps they paired roommates along other criteria – like how social they seemed, or their self-described living habits – and these deeper similarities might make it more likely that their political views converge during the year.  I’d recommend talking more about roommate assignment, as in the current version of the paper, we basically have to take it on faith that it was random.
· Also on experiment #1 - I found the treatment (your roommate’s political views prior to interaction) a fascinating idea, but felt that you really don’t make the most out of your rich data in the analysis on page 30.  Your regression can only tell us about the average shift of a person in your sample between the pre-test and the post-test.  This doesn’t distinguish between two very different scenarios:

(1) Roommate A and B begin the year with very different political views. During the course of the year, Roommate A changes his or her views almost entirely so they are in line with Roommate B.

(2) Roommate A and B begin the year with very different views.  During the course of the year, Roommate A and B converge to a midpoint.

These two outcomes produce the same average shift and are indistinguishable in your analysis.  They seem like very different stories to me.  In particular, maybe scenario (2) could be the result of a general socialization process during freshman year (partly independent of roommate interaction) that brings extremists to the middle so they “fit in” with a moderate or mainstream college-campus culture.  Even if this isn’t the case, the difference between (1) and (2) is substantial in what it tells us about interpersonal influence.

· To look at whether most students are converging to the middle of the political spectrum – you could compare variance in political ID/views responses at the beginning and the end of the year, since you have this data.

· A suggestion on how to parse out the difference between (1) and (2) – you could take the pair of roommates as your unit of analysis and your measure of change could actually be the product of the changes of roommate A and roommate B during the course of the year.  The product would be 0 if only one roommate changes, and the maximum product would be if both roommates move exactly to the middle.  (If it ever happens that roommates move away from each others’ views during the year, you might calculate the product of the changes and then add a negative sign.  Not sure if this actually happens in your data).
· On shifts being more significant on issues like homosexuality versus “bedrock political attitudes” like taxes and welfare – could it be that college freshmen just don’t talk about taxes and welfare?
· I was wondering about SUTVA – the “stable unit treatment value assumption” in the first experiment.  Paris of roommates are typically clustered in entryways or hallways, and a student living across the hallway could have a huge influence on a person’s political views.  Say you have a moderate student with a strong left-wing roommate, but a strong right-wing individual right across the hall.  Wouldn’t this pose a problem for your design?  A really interesting treatment would be to put very intensely political/extremist individuals in different hallways/houses/entryways and see their effect on people in their cluster.  Could you look at this in your data?  Ideally, I’d think you’d want to compare pairs of roommates that are each from a different house or hallway, to deal with contamination.
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